
Describe how schema objects work 

 

A schema is a collection of database objects. A schema is owned by a database user and has the 
same name as that user. Schema objects are the logical structures that directly refer to the 
database's data. Schema objects include structures like tables, views, and indexes. (There is no 
relationship between a tablespace and a schema. Objects in the same schema can be in different 
tablespaces, and a tablespace can hold objects from different schemas.)  

Some of the most common schema objects are defined in the following section.  

 Tables  

Tables are the basic unit of data storage in an Oracle database. Database tables hold all user-
accessible data. Each table has columns and rows. Columns in a table is the different types of 
information that the table will contain and all instances of such data is stored in rows.  

 Indexes  

Indexes are optional structures associated with tables. Indexes can be created to increase the 
performance of data retrieval. Just as the index in a book helps you quickly locate specific 
information, an Oracle index provides an access path to table data.  

When processing a request, Oracle can use some or all of the available indexes to locate the 
requested rows efficiently. Indexes are useful when applications frequently query a table for a 
range of rows (for example, all employees with a salary greater than 1000 dollars) or a specific 
row.  

Indexes are created on one or more columns of a table. After it is created, an index is 
automatically maintained and used by Oracle. Changes to table data (such as adding new rows, 
updating rows, or deleting rows) are automatically incorporated into all relevant indexes with 
complete transparency to the users.  

 Views  

Views are customized presentations of data in one or more tables or other views. A view can also 
be considered a stored query. Views do not actually contain data. Rather, they derive their data 
from the tables on which they are based, referred to as the base tables of the views.  

Like tables, views can be queried, updated, inserted into, and deleted from, with some 
restrictions. All operations performed on a view actually affect the base tables of the view.  

Views provide an additional level of table security by restricting access to a predetermined set of 
rows and columns of a table. They also hide data complexity and store complex queries.  



 Clusters  

Clusters are groups of one or more tables physically stored together because they share common 
columns and are often used together. Because related rows are physically stored together, disk 
access time improves.  

Like indexes, clusters do not affect application design. Whether a table is part of a cluster is 
transparent to users and to applications. Data stored in a clustered table is accessed by SQL in the 
same way as data stored in a nonclustered table.  

 Synonyms  

A synonym is an alias for any table, view, materialized view, sequence, procedure, function, 
package, type, Java class schema object, user-defined object type, or another synonym. Because 
a synonym is simply an alias, it requires no storage other than its definition in the data dictionary 

Database Links  

A database link is a schema object in one database that enables you to access objects on another 
database. The other database need not be an Oracle Database system. However, to access non-
Oracle systems you must use Oracle Heterogeneous Services. 

 Snapshots 

In computer systems, a snapshot is the state of a system at a particular point in time. The term 
was coined as an analogy to that in photography. It can refer to an actual copy of the state of a 
system or to a capability provided by certain systems. 

Procedures  

A stored procedure is a subroutine  available to applications accessing a relational database system. 
Stored procedures (sometimes called a proc, sproc, StoPro, StoredProc, or SP) are actually stored in the 
database data dictionary. 

Typical uses for stored procedures include data validation (integrated into the database) or access control 
mechanisms. Furthermore, stored procedures are used to consolidate and centralize logic that was 
originally implemented in applications. Large or complex processing that might require the execution of 
several SQL statements is moved into stored procedures, and all applications call the procedures only. 

Stored procedures are similar to user-defined functions (UDFs). The major difference is that UDFs can be 
used like any other expression within SQL statements, whereas stored procedures must be invoked using 
the CALL statement[citation needed] 



Functions  

A function is a subprogram that can take parameters and return a single value. A function has two parts: 
the specification and the body. The specification (spec for short) begins with the keyword FUNCTION 
and ends with the RETURN clause, which specifies the datatype of the return value. Parameter 
declarations are optional. Functions that take no parameters are written without parentheses. The function 
body begins with the keyword IS (or AS) and ends with the keyword END followed by an optional 
function name. 

Packages  

A package is a schema object that groups logically related PL/SQL types, items, and subprograms. 
Packages usually have two parts, a specification and a body, although sometimes the body is unnecessary. 
The specification (spec for short) is the interface to your applications; it declares the types, variables, 
constants, exceptions, cursors, and subprograms available for use. The body fully defines cursors and 
subprograms, and so implements the spec. 


