
Create and Alter Indexes 
 
 

Section Objective: 

This objective may include but is not limited to: filtered, included columns, unique, clustered, 
non-clustered, FILL FACTOR; CREATE STATISTICS; indexing views  

 

Index Definition:  
 

One of the most important areas to high performance in a SQL Server database is the index 
object.  Indexes speed up the querying process by providing swift access to rows in the data 
tables, similarly to the way a book’s index helps you find information quickly within that book.  

This is an overview of SQL Server indexes and how they’re defined within a database and how 
they can make the querying process faster. Most of this information applies to indexes in both 
SQL Server 2005 and 2008; the basic structure has changed little from one version to the next. In 
fact, much of the information also applies to SQL Server 2000. This does not mean there haven’t 
been changes. New functionality has been added with each successive version; however, the 
underlying structures have remained relatively the same.  

Index Structures 

Indexes are created on columns in tables or views. The index provides a fast way to look up data 
based on the values within those columns. For example, if you create an index on the primary 
key and then search for a row of data based on one of the primary key values, SQL Server first 
finds that value in the index, and then uses the index to quickly locate the entire row of data. 
Without the index, a table scan would have to be performed in order to locate the row, which can 
have a significant effect on performance. 

You can create indexes on most columns in a table or a view. The exceptions are primarily those 
columns configured with large object (LOB) data types, such as image, text, and varchar(max). 
You can also create indexes on XML columns, but those indexes are slightly different from the 
basic index and are beyond the scope of this article. Instead, I'll focus on those indexes that are 
implemented most commonly in a SQL Server database. 

An index is made up of a set of pages (index nodes) that are organized in a B-tree structure. This 
structure is hierarchical in nature, with the root node at the top of the hierarchy and the leaf 
nodes at the bottom, as shown in Figure 1. 



 

Figure 1: B-tree structure of a SQL Server index 

When a query is issued against an indexed column, the query engine starts at the root node and 
navigates down through the intermediate nodes, with each layer of the intermediate level more 
granular than the one above. The query engine continues down through the index nodes until it 
reaches the leaf node. For example, if you’re searching for the value 123 in an indexed column, 
the query engine would first look in the root level to determine which page to reference in the top 
intermediate level. In this example, the first page points the values 1-100, and the second page, 
the values 101-200, so the query engine would go to the second page on that level. The query 
engine would then determine that it must go to the third page at the next intermediate level. From 
there, the query engine would navigate to the leaf node for value 123. The leaf node will contain 
either the entire row of data or a pointer to that row, depending on whether the index is clustered 
or non-clustered. 

 

Links to Microsoft Information  
• Create Index Definition: http://msdn.microsoft.com/en-us/library/ms188783.aspx 
• Alter Index Definition: http://msdn.microsoft.com/en-us/library/ms188388.aspx 

 
 



 
 

Different Type(s) of Indexes 
 

Index Type Description 
Clustered A clustered index stores the actual data rows at the leaf level of the index. 

Returning to the example above, that would mean that the entire row of data 
associated with the primary key value of 123 would be stored in that leaf node. 
An important characteristic of the clustered index is that the indexed values are 
sorted in either ascending or descending order. As a result, there can be only 
one clustered index on a table or view. In addition, data in a table is sorted only 
if a clustered index has been defined on a table. 

Note: A table that has a clustered index is referred to as a clustered table. A 
table that has no clustered index is referred to as a heap. 

Non Clustered Unlike a clustered indexed, the leaf nodes of a non-clustered index contain only 
the values from the indexed columns and row locators that point to the actual 
data rows, rather than contain the data rows themselves. This means that the 
query engine must take an additional step in order to locate the actual data. 

A row locator’s structure depends on whether it points to a clustered table or to 
a heap. If referencing a clustered table, the row locator points to the clustered 
index, using the value from the clustered index to navigate to the correct data 
row. If referencing a heap, the row locator points to the actual data row.  

Non-clustered indexes cannot be sorted like clustered indexes; however, you 
can create more than one non-clustered index per table or view. SQL Server 
2005 supports up to 249 non-clustered indexes, and SQL Server 2008 support 
up to 999. This certainly doesn’t mean you should create that many indexes. 
Indexes can both help and hinder performance. 

In addition to being able to create multiple non-clustered indexes on a table or 
view, you can also add included columns to your index. This means that you 
can store at the leaf level not only the values from the indexed column, but also 
the values from non-indexed columns. This strategy allows you to get around 
some of the limitations on indexes. For example, you can include non-indexed 
columns in order to exceed the size limit of indexed columns (900 bytes in most 
cases). 

Composite An index that contains more than one column. In both SQL Server 2005 and 
2008, you can include up to 16 columns in an index, as long as the index 
doesn’t exceed the 900-byte limit. Both clustered and non-clustered indexes can 
be composite indexes.  

Unique An index that ensures the uniqueness of each value in the indexed column. If 
the index is a composite, the uniqueness is enforced across the columns as a 
whole, not on the individual columns. For example, if you were to create an 
index on the FirstName and LastName columns in a table, the names together 



must be unique, but the individual names can be duplicated.  

A unique index is automatically created when you define a primary key or 
unique constraint: 

• Primary key: When you define a primary key constraint on one or more 
columns, SQL Server automatically creates a unique, clustered index if a 
clustered index does not already exist on the table or view. However, 
you can override the default behavior and define a unique, non-clustered 
index on the primary key.  

• Unique: When you define a unique constraint, SQL Server 
automatically creates a unique, non-clustered index. You can specify 
that a unique clustered index be created if a clustered index does not 
already exist on the table 

Covering A type of index that includes all the columns that are needed to process a 
particular query. For example, your query might retrieve the FirstName and 
LastName columns from a table, based on a value in the ContactID column. 
You can create a covering index that includes all three columns.  

Filtered This is a filter on an index – think WHERE clause. The index B-Tree will only 
contain the rows of data that meet the filtering criteria. This allows you to 
reduce the amount of data contained in an index which means that you are also 
reducing the data affected in an index by data modifications. 

Partitioned Partitioned indexes are created and maintained in a similar manner to 
partitioned tables, but like ordinary indexes, they are handled as separate 
database objects. You can have a partitioned index on a table that is not 
partitioned, and you can have a non-partitioned index on a table that is 
partitioned. 

Index Views Creating a unique clustered index on a view improves query performance 
because the view is stored in the database in the same way a table with a 
clustered index is stored. The query optimizer may use indexed views to speed 
up the query execution. The view does not have to be referenced in the query 
for the optimizer to consider that view for a substitution.  

The following steps are required to create an indexed view are critical to the 
successful implementation of the view:  

1. Verify the SET options are correct for all existing tables that will be 
referenced in the view. 

2. Verify the SET options for the session are set correctly before creating 
any new tables and the view. 

3. Verify the view definition is deterministic. 
4. Create the view by using the WITH SCHEMABINDING option. 
5. Create the unique clustered index on the view. 

Spatial Creates a spatial index on a specified table and column. An index can be created 

before there is data in the table. 



 

Restriction(s): 

• Spatial indexes can only be created on either a geometry or geography 
data type.  

• The table must have a primary key constraint with a maximum of 15 
columns. Once a spatial index is created on a table the primary key 
composition cannot be modified.  

• The maximum size of index key records is 895 bytes.  
• Spatial indexes cannot be created on indexed views. 

XML This will be talked in the XML Data section  
Included 
Column 

Non-key columns, called included columns, can be added to the leaf level of a 
nonclustered index to improve query performance by covering the query. That 
is, all columns referenced in the query are included in the index as either key or 
non-key columns. This allows the query optimizer to locate all the required 
information from an index scan; the table or clustered index data is not 
accessed. 

 
 
filtered, included columns, unique, clustered, non-clustered, FILL FACTOR; CREATE 
STATISTICS; indexing views 

Queries 

Another consideration when setting up indexes is how the database will be queried. As 
mentioned above, you must take into account the frequency of data modifications. In addition, 
you should consider the following guidelines: 

• Try to insert or modify as many rows as possible in a single statement, rather than using 
multiple queries.  

• Create non-clustered indexes on columns used frequently in your statement’s predicates 
and join conditions.  

• Consider indexing columns used in exact-match queries.  

 

Links to Microsoft Information  
• Create Index Definition: http://msdn.microsoft.com/en-us/library/ms188783.aspx 
• Alter Index Definition: http://msdn.microsoft.com/en-us/library/ms188388.aspx 

 
 

Create Index Syntax 
 
CREATE [ UNIQUE ] [ CLUSTERED | NONCLUSTERED ] INDE X index_name  
    ON <object> ( column [ ASC | DESC ] [ ,...n ] )   
    [ INCLUDE ( column_name [ ,...n ] ) ] 
    [ WHERE <filter_predicate> ] 



    [ WITH ( <relational_index_option> [ ,...n ] ) ] 
    [ ON { partition_scheme_name ( column_name )  
         | filegroup_name  
         | default  
         } 
    ] 
    [ FILESTREAM_ON { filestream_filegroup_name | p artition_scheme_name | 
"NULL" } ] 
 
[ ; ] 
 
<object> ::= 
{ 
    [ database_name. [ schema_name ] . | schema_nam e. ]  
        table_or_view_name 
} 
 
<relational_index_option> ::= 
{ 
    PAD_INDEX = { ON | OFF } 
  | FILLFACTOR = fillfactor 
  | SORT_IN_TEMPDB = { ON | OFF } 
  | IGNORE_DUP_KEY = { ON | OFF } 
  | STATISTICS_NORECOMPUTE = { ON | OFF } 
  | DROP_EXISTING = { ON | OFF } 
  | ONLINE = { ON | OFF } 
  | ALLOW_ROW_LOCKS = { ON | OFF } 
  | ALLOW_PAGE_LOCKS = { ON | OFF } 
  | MAXDOP = max_degree_of_parallelism 
  | DATA_COMPRESSION = { NONE | ROW | PAGE}  
     [ ON PARTITIONS ( { <partition_number_expressi on> | <range> }  
     [ , ...n ] ) ] 
} 
 
<filter_predicate> ::=  
    <conjunct> [ AND <conjunct> ] 
 
<conjunct> ::= 
    <disjunct> | <comparison> 
 
<disjunct> ::= 
        column_name IN (constant ,...n ) 
 
<comparison> ::= 
        column_name <comparison_op> constant 
 
<comparison_op> ::= 
    { IS | IS NOT | = | <> | != | > | >= | !> | < |  <= | !< } 
 
<range> ::=  
<partition_number_expression> TO <partition_number_ expression> 
 
 
 
 

  



Example(s) : Create Indexes 
 

Index Type Example 
Clustered  USE AdventureWorks; 

GO 
 
IF EXISTS (SELECT name  
             FROM sys.indexes 
            WHERE name = N'IX_PurchasingVendor_Vend orID') 
    DROP INDEX IX_PurchasingVendor_VendorID ON Purc hasing.Vendor; 
GO 
 
CREATE CLUSTERED INDEX IX_PurchasingVendor_VendorID    
    ON Purchasing.Vendor (VendorID);  
GO 
 

Unique Clustered 
(Primary Key) 

USE AdventureWorks ; 
GO 
 
IF  EXISTS ( SELECT name  
             FROM sys . indexes 
            WHERE name = N'IX_PurchasingVendor_VendorID' ) 
    DROP INDEX IX_PurchasingVendor_VendorID ON Purchasing . Vendor ; 
GO 
 
CREATE UNIQUE CLUSTERED INDEX IX_PurchasingVendor_VendorID   
    ON Purchasing . Vendor  ( VendorID );   
GO 
 

Non-Clustered USE AdventureWorks ; 
GO 
 
IF  EXISTS ( SELECT name  
             FROM sys . indexes 
            WHERE name = N'IX_PurchasingVendor_VendorID' ) 
    DROP INDEX IX_PurchasingVendor_VendorID ON Purchasing . Vendor ; 
GO 
 
CREATE INDEX IX_PurchasingVendor_VendorID   
    ON Purchasing . Vendor  ( VendorID );   
GO 
 

Unique Non-
Clustered  
(Primary Key) 

USE AdventureWorks ; 
GO 
 
IF  EXISTS ( SELECT name  
             FROM sys . indexes 
            WHERE name = N'IX_PurchasingVendor_VendorID' ) 
    DROP INDEX IX_PurchasingVendor_VendorID ON Purchasing . Vendor ; 
GO 
 
CREATE UNIQUE INDEX IX_PurchasingVendor_VendorID   
    ON Purchasing . Vendor  ( VendorID );   
GO 

Composite USE AdventureWorks ; 
GO 
 
IF  EXISTS ( SELECT name  
             FROM sys . indexes 
            WHERE name = N'IX_PurchasingVendor_AcctNo_Status' ) 
    DROP INDEX IX_PurchasingVendor_AcctNo_Status ON Purchasing . Vendor ; 
GO 
 
CREATE UNIQUE INDEX IX_PurchasingVendor_AcctNo_Status 
    ON Purchasing . Vendor  ( AccountNumber ,  PreferredVendorStatus );   
GO 

Covering USE AdventureWorks ; 
GO 
 



IF  EXISTS ( SELECT name  
             FROM sys . indexes 
            WHERE name = N'IX_PurchasingVendor_Name_Status' ) 
    DROP INDEX IX_PurchasingVendor_Name_Status ON Purchasing . Vendor ; 
GO 
 
CREATE UNIQUE INDEX IX_PurchasingVendor_Name_Status   
    ON Purchasing . Vendor  ( Name,  PreferredVendorStatus );   
GO 

Filtered USE AdventureWorks ; 
GO 
 
IF  EXISTS ( SELECT name  
             FROM sys . indexes 
            WHERE name = N'IX_PurchasingVendor_Name_Status' ) 
    DROP INDEX IX_PurchasingVendor_Name_Status ON Purchasing . Vendor ; 
GO 
 
CREATE INDEX IX_PurchasingVendor_Name_Status   
    ON Purchasing . Vendor  ( Name,  PreferredVendorStatus ) 
    WHERE ActiveFlag = 1 ;   
GO 
 

Partitioned USE AdventureWorks ; 
GO 
 
IF  EXISTS ( SELECT name  
             FROM sys . indexes 
            WHERE name = N'IX_PurchasingVendor_Name_Status' ) 
    DROP INDEX IX_PurchasingVendor_Name_Status ON Purchasing . Vendor ; 
GO 
 
CREATE UNIQUE INDEX IX_PurchasingVendor_Name_Status   
    ON Purchasing . Vendor  ( Name,  PreferredVendorStatus ) 
    ON AdventureWorksPartition_01 ;   
GO 
 

Indexed View USE AdventureWorks 
GO 
 
ALTER VIEW dbo . vPersonEmailAndPhone 
( 
    ID 
  ,  LastFirstName 
  ,  Email 
  ,  ContactPhone 
) 
WITH SCHEMABINDING  
AS 
SELECT ContactID 
     ,  LastName + ', '  + FirstName 
     ,  EmailAddress 
     ,  Phone 
  FROM Person . Contact 
GO 
 
--Create an index on the view. 
CREATE INDEX IDX_V1  
    ON dbo . vPersonEmailAndPhone  ( LastFirstName ); 
GO 

Spatial Because there is more to a spatial index.  Here is a link to a good article 
on the subject of spatial indexes:  
Title: SQL Server 2008 Spatial Index Performance  
URL: http://www.mssqltips.com/tip.asp?tip=1976&home 

 
 

 



Index Option(s) 
 

Option Description 
PAD_INDEX This option tells SQL Server how much space to leave open 

on each page in the intermediate levels of the index. If 
PAD_INDEX is not used, then the default behavior is that 
each intermediate index page is only given enough empty 
space to hold at least one row of the maximum size the index 
can have. For tables experiencing heavy index updates, this 
can cause the intermediate index pages to split often, causing 
unnecessary overhead. 

FILLFACTOR FILLFACTOR specifies a percentage that indicates how 
much the Database Engine should fill each index page 
during index creation or rebuild. 

Fill-factor is always an integer valued from 1 to 100. The 
fill-factor option is designed for improving index 
performance and data storage. By setting the fill-factor 
value, you specify the percentage of space on each page to 
be filled with data, reserving free space on each page for 
future table growth. 

Specifying a fill-factor value of 70 would implies that 30 
percent of each page will be left empty, providing space for 
index expansion as data is added to the underlying table. 

The empty space is reserved between the index rows rather 
than at the end of the index. 

The fill-factor setting applies only when the index is created 
or rebuilt. 

Point(s) to Remember: 
1. If fill-factor is set to 100 or 0, the Database Engine 

fills pages to their capacity while creating indexes. 
2. The server-wide default FILLFACTOR is set to 0. 
3. To modify the server-wide default value, use the 

sp_configure system stored procedure. 
4. To view the fill-factor value of one or more indexes, 

use sys.indexes. 
5. To modify or set the fill-factor value for individual 

indexes, use CREATE INDEX or ALTER INDEX 
statements. 

6. Creating a clustered index with a FILLFACTOR < 
100 may significantly increase the amount of space 
the data occupies because the Database Engine 



physically reallocates the data while building the 
clustered index. 

SORT_IN_TEMPDB When you create or rebuild an index, by setting the 
SORT_IN_TEMPDB option to ON you can direct the SQL 
Server Database Engine to use tempdb to store the 
intermediate sort results that are used to build the index. 
Although this option increases the amount of temporary disk 
space that is used to create an index, the option could reduce 
the time that is required to create or rebuild an index when 
tempdb is on a set of disks different from that of the user 
database. 

IGNORE_DUP_KEY Specifies the error response when an insert operation 
attempts to insert duplicate key values into a unique index. 
The IGNORE_DUP_KEY option applies only to insert 
operations after the index is created or rebuilt. The default is 
OFF. 

STATISTICS_NORECOMPUTE Specifies whether out-of-date index statistics should be 
automatically recomputed. 

DROP_EXISTING Indicates the existing index should be dropped and recreated. 
ONLINE Determines whether concurrent user access to the underlying 

table or clustered index data and any associated nonclustered 
indexes is allowed during index operations. 
 
Note: Online Index Operations are only in Enterprise, 
Developer and Evaluation editions. 

ALLOW_ROW_LOCKS Determines whether row locks are used in accessing index 
data. 

ALLOW_PAGE_LOCKS Determines whether page locks are used in accessing index 
data. 

MAXDOP Sets the maximum number of processors the query processor 
can use to execute a single index statement. Fewer 
processors may be used depending on the current system 
workload. 
 
Note: Parallel Index Operations are only in Enterprise, 
Developer and Evaluation editions. 

DATA_COMPRESSION Specifies the data compression option for the specified table, 
partition number or range of partitions. Options are NONE, 
ROW, and PAGE. 

 
 
 
 

  



Create Statistics 
 

Create Statistics Definition:  
 

Creates query optimization statistics, including filtered statistics, on one or more columns of a 
table or indexed view. For most queries, the query optimizer already generates the necessary 
statistics for a high-quality query plan; in a few cases, you need to create additional statistics 
with CREATE STATISTICS or modify the query design to improve query performance.  

Filtered statistics can improve query performance for queries that select from well-defined 
subsets of data. Filtered statistics use a filter predicate in the WHERE clause to select the subset 
of data that is included in the statistics.  

 
 

Links to Microsoft Information  
• Create Statistics Definition: http://msdn.microsoft.com/en-us/library/ms188038.aspx 
• Update Statistics Definition: http://msdn.microsoft.com/en-us/library/ms187348.aspx 
 

 
 

Syntax: 
CREATE STATISTICS statistics_name  
ON { table_or_indexed_view_name } ( column [ ,...n ] )  
    [ WHERE <filter_predicate> ] 
    [ WITH  
        [ [ FULLSCAN  
          | SAMPLE number { PERCENT | ROWS }  
          | STATS_STREAM = stats_stream ] [ , ] ]  
        [ NORECOMPUTE ]  
    ] ; 
 
<filter_predicate> ::=  
    <conjunct> [AND <conjunct>] 
 
<conjunct> ::= 
    <disjunct> | <comparison> 
 
<disjunct> ::= 
        column_name IN (constant ,…) 
 
<comparison> ::= 
        column_name <comparison_op> constant 
 
<comparison_op> ::= 
    IS | IS NOT | = | <> | != | > | >= | !> | < | < = | !< 

 
 



 
 
 
 
 
  
 
 

 


